Numbers that don’t deceive

A class with 25 students had an 86% average on the midterm.

A class with 70 students had an 80% average on the midterm.

What’s the average for the 95 students taken as a whole?

We could average the averages, getting (86%+80%)/2, or 83%.

That would be right if the two classes were the same size. 

Since the larger class had a lower score, we expect the true answer to be less than 83% (but still bigger than 80%).

Let’s find the exact answer.

The average for the 95 students = (the sum of their 95 scores) / 95

The sum of the 95 scores is equal to

       (the sum of the 25 scores in the small class)

             + (the sum of the 70 scores in the large class)

The sum of the 25 scores in the small class = 25 ( 86%

(because 86% = the average of the 25 scores

     = (the sum of the 25 scores) / 25)

Likewise, the sum of the 70 scores in the large class = 70 ( 80%

The sum of all 95 scores = 25 ( 86% + 70 ( 80%

The grand average score = (25 ( 86% + 70 ( 80%)/95 = 81.58%

See ExamScores.xls (Excel spreadsheet)

Numbers that deceive

Example #1: Discrimination

Imagine a university with two schools: a School of Science and a School of Humanities.

The average salary for female professors is less than 90% of the average salary for male professors.

Looks like salary discrimination is going on.  But where?

Could it be that the School of Science pays women exactly as much as men, AND, the School of Humanities pays women exactly as much as men, even though the University pays women less than men (on average)?

See Discrimination.xls (Excel spreadsheet)

Could it be that the School of Science pays women more than men (on average), AND, the School of Humanities pays women more than men (on average), even though the University pays women less than men (on average)?

In such a situation, where is the discrimination coming from?

(This is Simpson’s Paradox: Behavior at the aggregate level can run counter to behavior at the detailed level.)

You might be tempted to conclude that there’s no discrimination.

But: Why aren’t more women going into the sciences?

And: Why aren’t humanities professors paid as much as science professors?

Example #2: Mammograms (pp. 198-199)

See Mammogram.xls (Excel spreadsheet)

Example #3: “Smoke more, live longer”? (pp. 197-198)

There are two ways of looking at the data: lumping the cases, or looking at them separately.  We know which way the tobacco companies want you to view the data.  We know which way the second-hand-smoke people want you to view the data.

But which is better?

When you’re dealing with Simpson’s Paradox, it’s usually better to look at the cases separately.

Example #4: Acne treatment (pp. 195-196)

What can we conclude?

(The book doesn’t say!)

One thing we can say is that the study should have been done in such a way that Simpson’s Paradox couldn’t arise in the first place.

For instance, we could have chosen half of each group (mild or severe) to receive the old treatment, and half to receive the new.

But, even if they did this, we could still have Simpson’s Paradox effects coming from other causes.

For instance, it could be that the study mostly gave women the new treatment, and mostly gave men the old treatment.

Then it’s possible that the new treatment is better than the old treatment for men, and better than the old treatment for women, but worse when you aggregate.

(How could this happen?  Just copy Table 3.5, replacing “Mild Acne” and “Severe Acne” by “Women” and “Men”!)

In this case, we’d make the mistake of thinking that the new treatment is worse than the old, when it really isn’t.

So, to avoid making a “Simpson’s Paradox” error, we should make sure that mild cases of acne and severe cases of acne get assigned the two treatments on a 50%-50% basis, and we should make sure that women and men get assigned the two treatments on a 50%-50% basis, and we should make sure that Blacks and Caucasians get assigned the two treatments on a 50%-50% basis, and...

Taking this idea to its logical conclusion: We should assign people to the two groups randomly, to remove the likelihood of Simpson’s Paradox effects. 

Example #5: There’s a joke about a guy who moved from Minnesota to Wisconsin, thereby lowering the average I.Q. in both states.  How is this possible?

